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ABSTRACT
Algorithms for the construction of software interaction test
suites have focussed on the special case of pairwise cover-
age; less is known about efficiently constructing test suites
for higher strength coverage. The combinatorial growth of
t-tuples associated with higher strength hinders the efficacy
of interaction testing. Test suites are inherently large, so
testers may not run entire test suites. To address these prob-
lems, we combine a simple greedy algorithm with heuristic
search to construct and dispense one test at a time. Our
algorithm attempts to maximize the number of t-tuples cov-
ered by the earliest tests so that if a tester only runs a partial
test suite, they test as many t-tuples as possible. Heuristic
search is shown to provide effective methods for achieving
such coverage.

Categories and Subject Descriptors
D.2.5 [Software Engineering]: Testing and Debugging—
testing tools

General Terms
Algorithms, Measurement, Experimentation

Keywords
covering arrays, great flood, heuristic search, hill climbing,
simulated annealing, tabu search, t-way interaction cover-
age, software interaction testing, test suite prioritization

1. INTRODUCTION
Software testing is an expensive but imperfect process.

Software testers often test for defects that they anticipate
while less foreseen defects are overlooked. Systematic ap-
proaches to testing have been suggested to complement cur-
rent testing methods in order to improve rates of fault de-
tection. One such systematic testing technique is software
interaction testing [1, 2, 6, 15, 17, 20, 21, 30].
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A software interaction test suite of strength t is an N × k
array with N rows each representing a test, k columns each
representing a factor, and v number of symbols permitted in
each column representing allowed levels of the factor. Each
t-tuple (i.e. selection of t columns, and one of the v levels
for each of the t corresponding factors) occurs at least once.
The size, t, of a tuple is referred to as the strength. Higher
strength is the term when t > 2. Table 1(a) shows four
factors that each have three levels. The factors (f0,f1,f2,
and f3) represent components, or parameters for a system.
The numerical values for levels map to unique options for
the parameters of a system. An exhaustive test suite would
have 81 (= 34) tests. Pairwise interaction testing tests each
2-way interaction at least once. This requires only 9 tests
as in Table 1(b).

f0 f1 f2 f3

0 3 6 9
1 4 7 10
2 5 8 11

(a)

f0 f1 f2 f3

1 0 3 6 9
2 0 4 7 10
3 0 5 8 11
4 1 3 8 10
5 1 4 6 11
6 1 5 7 9
7 2 3 7 11
8 2 4 8 9
9 2 5 6 10

(b)

Table 1: (a) Example system of four components
with three levels each. (b) A pairwise interaction
test suite

The example provides tests for all pairwise interactions.
Pairwise testing has been useful in several applications (see
[13] and therein). Interaction testing techniques can also
be applied with higher strength interaction coverage. The
most cost-effective value for the strength, t, is unknown.
Limited research shows that strength two is often not suf-
ficient and that strengths up to six can be beneficial. For
instance, Kuhn et al. compare reported bugs for the Mozilla
web browser against results of interaction testing [20]. More
than 70% of bugs are identified with 2-way interactions; ap-
proximately 90% of bugs are identified with 3-way interac-
tions; and 95% of errors are detected by 4-way interactions.
This study is one of only a few that evaluates beyond the
special case of pairwise coverage. (Also see [15, 21] for two
other studies on higher strength interaction testing.)

Most studies focus on pairwise coverage. Available tools
work well to construct pairwise test suites, but the results
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for higher strength test suites are generally unacceptably
large and take significant time to generate. The problem is
NP-hard (see [4], for example). Pairwise coverage has been
implemented with greedy methods [2, 5, 9, 26, 27], algebraic
methods [8, 13, 18, 29], constraint programming [19], and
heuristic search [11, 22, 25]. For higher strength, simulated
annealing has reported results for up to 3-way coverage [12];
Combinatorial Test Services (CTS) is implemented for any t-
way coverage with results published for up to 4-way coverage
[18]; the Automated Efficient Test Generator (AETG) can
be used for any t-way coverage, but results are reported
for up to 3-way coverage [7]; and mathematical solutions
have been published for any t-way coverage for fixed-level
covering arrays [13]. A genetic algorithm and an ant colony
algorithm are implemented for up to 3-way coverage [24].

101918171615141312111 313 1116

t=2 1,320 702 14,520
t=3 18,150 7,722 745,360
t=4 157,773 57,915 26,646,620
t=5 902,055 312,741 703,470,768
t=6 3,416,930 1,250,954 1,301,758,600
... ... ... ...
t=k 3,628,800 1,594,323 45,949,729,863,572,200

Table 2: Increase in number of tuples with higher
strength (t) coverage

Generating covering arrays of higher strength consumes
more computational resources and produces inherently larger
solutions than pairwise coverage. Table 2 shows the com-
binatorial growth of tuples for three different combinations
of factors and levels as the strength t increases. The in-
put 313 (read as 13 factors have 3 levels each) includes 702
pairs, 7,722 triples, and reaches over a million 6-tuples. As
the size of the tuples and the numbers of them increase, the
size of test suites grow as well. Coping with this growth
to minimize test suite size within reasonable execution time
has not been well addressed in general. More importantly,
if a test suite is inherently large and a tester can not run the
entire test suite, how should one prioritize tests? This work
proposes a straightforward solution to prioritizing tests. Ar-
guably, the real goal is not to minimize the number of tests
to achieve t-way coverage. Rather it is to generate and dis-
pense one test at a time so that many t-tuples are covered as
early as possible. Then if a tester stops testing at any time,
they nevertheless cover a “large” fraction of the t-tuples.
The trade-off in execution time and test suite size is a se-
rious issue. A tester may prefer quicker turn-around over
a solution that may cover more t-tuples, or may be willing
to wait longer for a test while running other tests. There-
fore, we develop a hybrid approach to combine the speed
of a greedy method with the potential improvement in test
suite size from a heuristic search technique. We discuss this
contribution shortly.

In Section 2, we demonstrate that the very natural idea
of first constructing a test suite of small size, and then or-
dering the tests to obtain early coverage of t-tuples, may
not perform as well as the approach that we propose. Sec-
tion 3 describes a hybrid technique to generate tests using a
one-test-at-a-time greedy method and heuristic search. Sec-
tion 4 provides empirical results on the hybrid technique.
In these experiments, our goal is not to identify the best
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Figure 1: Rate of 4-tuple coverage for input 57.

instantiation of the hybrid technique, but rather to exam-
ine possible instantiations that serve as a proof-of-concept
that the hybrid technique can generate solutions that have a
higher rate of t-tuple coverage than either a greedy or heuris-
tic search algorithm alone. Finally, Section 5 examines the
hybrid technique based on a different greedy algorithm and
Section 6 compares to an exhaustive one-test-at-a-time al-
gorithm.

2. MINIMUM TEST SUITE SIZE OR EARLY
COVERAGE?

Is minimum test suite size strongly correlated with cov-
erage of many t-tuples in the initial tests? If it is, rather
than generating a test suite one test at a time to maximize
early coverage of t-tuples, one could use published methods
to generate a test suite with as few tests as possible, and re-
order the tests to obtain early coverage. However, we show
that smaller test suite size may not support early coverage
of t-tuples, no matter what ordering is chosen.

In order to do this, we first explicitly describe a test suite
with 1100 tests for strength four of type 57 that is smaller
than any previously published test suite for these parame-
ters. The first 600 tests are formed by taking (a, a + b + c +
d, a + 2b + 4c + 3d, a + 3b + 4c + 2d, a + 4b + c + 4d, d, d)
for a, b, c, d ∈ {0, 1, 2, 3, 4} and either c �= 0 or d �= 0,
with all arithmetic done modulo 5. The last 500 tests are
formed by taking (a, a + b, a + 2b, a + 3b, a + 4b, c, d) for
a, b, c, d ∈ {0, 1, 2, 3, 4} and c �= d, with all arithmetic done
modulo 5. It is possible to check that this covers all of the
21,875 4-tuples through exhaustive examination. On the
other hand, a simple greedy one-test-at-a-time algorithm [3]
provides a solution of size 1,222. The ultimate sizes of the
test suites are strikingly different! Figure 1 shows the rate
of 4-tuple coverage for the two test suites. The greedy test
suite appears to be much more effective at covering 4-tuples
early on; whenever the number of tests chosen is between
25 and 1,054, it covers more 4-tuples. After 775 tests, the
greedy method has covered 1,000 more 4-tuples.

Can one reorder the test suite with 1100 tests to improve
coverage of the 4-tuples early? Naturally, trying all 1, 100!
orderings is infeasible. Despite this, we can show that no
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ordering of this suite is as good as the much larger greedy
solution. To do this, call a particular 4-tuple private to a test
if the test is the unique one that covers the 4-tuple. Every
test should have at least one private 4-tuple, or the test
can be removed. Often, tests have more than one. Indeed
a simple but lengthy computation shows that of the 1,100
tests, 100 have 25 private 4-tuples each, 500 have 21 each,
and 500 have 10 each. Now consider an arbitrary ordering
of the 1,100 tests. Whenever a test is not in the initial set
of x tests, each of its private 4-tuples must be uncovered.
Hence after the first x tests in this ordering, no more than
21, 875−10(1, 100−x)−11 max(600−x, 0)−4 max(100−x, 0)
4-tuples can be covered, whatever ordering is chosen. This
bound suffices to show that the greedy test suite covers more
4-tuples than every ordering of the much smaller test suite
whenever 436 ≤ x ≤ 1, 045.

Small test suite size does not ensure early coverage of
tuples, even when the test suite can be reordered arbitrarily.
Indeed, in Section 6, it is shown that the converse also does
not hold: Early coverage does not guarantee the smallest
overall test suites.

One might further suspect that a simple method that se-
lects tests uniformly at random would afford good coverage
among initial tests. However, Figure 1 shows that selection
of tests uniformly at random from the set of all possible tests,
except when very few tests are chosen, is not at all compet-
itive. Because the objective of early coverage diverges from
that of minimum test suite size, and random selection does
not provide a sensible alternative, we treat methods that
generate one test at a time, attempting to choose a best
next test at each step.

3. A HYBRID TECHNIQUE
Although the algorithms developed herein ultimately cover

all t-way interactions, the focus is on covering as many t-
tuples as possible in the earliest tests. Consider the scenario
in which tests are generated on demand. The approach is
straightforward: Use a one-test-at-a-time greedy algorithm
to initialize tests and then apply heuristic search to increase
the number of t-tuples in a test. A greedy method can ini-
tialize a test quickly; then heuristic search can attempt to
increase the number of t-tuples in a test for as long as time
permits. Indeed, testers may not run an entire test suite, so
rather than spending time to generate an entire test suite,
time may be spent to increase the number of t-tuples covered
in the subset of the test suite that is actually run.

3.1 An algorithm for test initialization
Existing one-test-at-a-time greedy algorithms for construct-

ing covering arrays fall into a framework [5]. With small
modification, this framework can be employed here. The
first portion of Figure 2 shows the greedy component of the
hybrid test generation technique, giving three major deci-
sion points [5]. For each test, a number M of candidate
tests is constructed. The candidate test that covers the
most new t-tuples is chosen. Within the construction of a
single test, factor ordering is the order in which factors
are assigned levels. For each factor, a level selection rule
specifies criteria for assigning a level to a factor.

Any one-test-at-a-time greedy algorithm may be used with
the heuristic search algorithm that we develop. For our pre-
liminary experiments, we use a specific instantiation of the
framework as follows. Only one candidate test is constructed

// Select a test with an n-way greedy algorithm
for M candidate tests

choose an uncovered t-tuple T at random
fix factors of T to the specified values; other factors are free
while a free factor remains

using a factor selection rule select a free factor f
count t-tuples covered containing each level of factor f
use a level selection rule to pick a level � for f
fix factor f to level �

end while
end for
store BestTest, the candidate test covering the most new t-tuples
// Refine the test using heuristic search
for μ iterations do

select a factor at random
select a new level for the factor at random
accept the change according to an acceptance criterion
if the change produces a test that covers the

most t-tuples seen, store it as BestTest
end for
return BestTest

Figure 2: Pseudocode to generate a test - each test is
initialized with a greedy algorithm and refined with
heuristic search.

each time. We begin the construction of a test by selecting
a t-tuple that has not yet been covered. This ensures that
any test that we generate covers at least one previously un-
covered t-tuple. Each remaining factor is assigned a level.
The order in which factors are assigned levels is random. A
factor that has been assigned a level is referred to as fixed ;
one that hasn’t as free. For each factor, the level that covers
the largest number of previously uncovered t-tuples in rela-
tion to fixed factors is selected. This algorithm is similar to
AETG [10].

3.2 One-test-at-a-time search
The greedy algorithm initializes tests rapidly. For pair-

wise coverage greedy methods can be competitive, yet heuris-
tic search often yields the smallest covering arrays at the cost
of higher execution times [28]. For instance, a comparison of
a greedy method and simulated annealing for limited time
periods shows that simulated annealing often produces the
best results, but typically only after longer execution time
[28].

We apply search to individual tests with hill climbing, sim-
ulated annealing, tabu search, and great flood. All of the
search strategies implemented here have the same goal, to
maximize the number of t-tuples covered in a test. Each test
is initially chosen using the greedy algorithm and then mod-
ified using local search. During the search iterations, one
factor is selected at a time using a factor selection rule. Ran-
dom first-order improvement (for factor selection) is used to
diversify the search. For each factor selected, a level is as-
signed using a level selection rule. For each of these possible
tests, neighborhood pruning can be effected by using mul-
tiple candidate tests for each test that is added. Choices
of candidates are avoided here in order to focus on the im-
pact of search iterations. Figure 2 shows pseudocode of this
process which we instantiate using four heuristic search tech-
niques.

3.2.1 Hill climbing
Using hill climbing [23], a test goes through a series of
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Greedy HC SA Tabu Flood
No. iterations No. iterations No. iterations No. iterations No. iterations

Test No. 0 1,000 1,000 1,000 1,000

25 41,692 41,629 40,719 40,947 40,845
50 29,365 29,460 26,895 27,359 27,007
75 20,497 20,056 16,989 17,634 16,952
100 14,039 13,868 10,165 10,986 10,187
125 9,383 9,364 5,641 6,595 5,724
150 6,271 6,267 2,976 3,795 3,002
175 4,154 4,101 1,453 2,075 1,488
225 1,545 1,592 180 492 214
250 916 932 10 188 13
275 484 523 0 32 0
300 201 252 0 0 0
325 59 81 0 0 0
350 6 12 0 0 0

Table 3: Rate of 4-way coverage for input 313.
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Figure 3: Rate of remaining 4-tuples for input 313

transformations. A factor and its level are selected at ran-
dom. The cost of the move is measured as the number of
t-tuples not covered in the test. If the cost c(S′) ≤ c(S), then
the transformation from S to S′ is accepted. We record a
final test that covers at least as many t-tuples as the initial
test.

3.2.2 Simulated Annealing
Simulated annealing applies transformations to single tests.

Factors and their levels are selected at random. To deter-
mine whether to accept the change, the cost is measured
and accepted according to a temperature schedule. The cur-
rent cost is the number of t-tuples not covered. If the cost
c(S) ≤ c(S′), then the transformation from S to S′ is ac-
cepted. If this inequality is not satisfied, a cooling schedule
is applied. The transformation is accepted with probability
based on a temperature, T . During the search iterations,
we record the test that covers the largest number of t-tuples
and record this best test once the iterations are complete.
This ensures that a final test recorded never covers fewer
t-tuples than the best test encountered during the search it-
erations. Simulated annealing has been applied to generate
covering arrays in [11].

3.2.3 Tabu search
In this implementation of tabu search, transformations are

applied to tests. In a single iteration, we select one factor at
random and a level for it at random. Cost is again the num-
ber of uncovered t-tuples. Moves are only permitted when
not tabu. A tabu move is one that has occurred during the

last T moves, where T is the length of history maintained.
A tabu list of length T = 10 is recommended in [22], how-
ever, we experiment with list sizes that are proportional to
the size of the inputs (ie: list sizes are a percentage of the
number of levels for an input). Throughout the transfor-
mations, we record a test that covers the largest number of
t-tuples; at the end of the search iterations, we select this
“best test” encountered. Tabu search has been applied to
generate complete covering arrays in [22, 25].

3.2.4 Great Flood
The Great Flood (or “Great Deluge”) algorithm was in-

troduced in [16]. In our implementation, transformations
are applied to individual rows. In each iteration, a factor
and its level are selected at random. Cost is now the num-
ber of covered t-tuples. Moves are only permitted when
the cost does not fall below a rising threshold. Throughout
the transformations, we record the “best test” encountered
during the search iterations as one that covers the largest
number of t-tuples, and ultimately report this test.

4. EXPERIMENTS
Our initial experiments explore two basic questions. Do

increased search iterations improve the rate of t-tuple cover-
age over a greedy algorithm alone? How do the four search
techniques compare?

To address these, we develop a set of experiments that
serve as a proof-of-concept for our hybrid technique. A
greedy algorithm (with one candidate) initially generates
each test. Heuristic search then refines each test using 10,
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Figure 4: Rate of remaining 4-tuples for input 57

Greedy HC SA Tabu Flood
No. iterations: No. iterations: No. iterations: No. iterations: No. iterations:

Test No. 0 1,000 1,000 1,000 1,000

25 47,357 45,010 44,420 45,049 44,422
50 29,766 25,764 24,625 25,580 24,491
75 19,724 15,485 14,438 15,318 14,340
100 13,143 9,496 8,522 9,425 8,493
150 6,051 3,822 3,029 3,734 3,079
200 2,786 1,510 1,065 1,480 1,059
250 1,146 566 345 543 333
300 376 177 101 151 93
350 96 28 16 11 8

Table 4: Rate of 4-way coverage for input 210334251.

100, or 1,000 iterations. The following heuristic search tech-
niques are initially explored:

1. Hill climbing: If the cost c(S′) ≤ c(S), then the trans-
formation from S to S′ is accepted. This permits side-
ways moves.

2. Simulated annealing: We use an initial temperature
of 10% of the total number of levels and the cooling
schedule reduces by 1 degree for every 10% of the num-
ber of iterations specified. Fewer iterations mean faster
cooling. At the end of the search iterations, the best
test encountered is dispensed.

3. Tabu search: Tabu lists have size equal to 25% of the
number of levels. The tabu list does not always include
an even distribution of levels for all factors.

4. Great flood: The rising threshold is 90% of the best so-
lution encountered after the first iteration, and raises
at a period of once every 10% of the number of itera-
tions. The increases are to 95%, 98%, 99%, and 100%.
We incorporate a tabu list of size 25% of the total num-
ber of levels. Larger inputs maintain longer tabu lists.
As before, the best test encountered is dispensed.

In our experiments, we use two inputs that have factors
with equal numbers of levels and two inputs have mixed
numbers of levels. These inputs include: 57, 313, 210334251,
and 101918171615141312111. The experiments are run five
times each and we report the average of the runs. We cau-
tion the reader that we change the starting points for the
x-axis when we graph the results in the experiments to em-
phasize the differences in the results.

Results for input 313 in Figure 3 and Table 3 show that
increased search iterations appear to improve the rate of t-
tuple coverage. Simulated annealing has the fastest rate of
t-tuple coverage among the four search techniques, followed
by the great flood. Tabu search has the slowest rate of
coverage, followed by hill climbing.

Figure 4 shows the number of uncovered 4-tuples for in-
put 57, along with the rate of 4-tuple coverage from tests
generated at random. The tests from the hybrid algorithms
cover all 4-tuples in approximately 1,200 tests. Increased
search iterations appear to improve the rate of 4-tuple cov-
erage for all four search instantiations. Simulated annealing
often produces the quickest rate of 4-tuple coverage. Tabu
search generally produces the slowest rate of coverage with
10 or 100 search iterations. However, when 1,000 iterations
are applied, tabu search ties simulated annealing or pro-
duces a slightly faster rate of 4-tuple coverage during the
first 300 tests. Beyond the 300th test, simulated annealing
is the most competitive with 1,000 iterations. When 1,000
search iterations are applied, all four techniques maintain
the same rate of 4-tuple coverage for the first 100 tests.

Table 4 shows 4-tuple coverage for input 210334251 and
1,000 iterations of each search technique. The first column
reports the average results of running the greedy algorithm
with no search iterations five times. The next four columns
report results for each of the heuristic search techniques.
The great flood algorithm often produces the fastest rate
of t-tuple coverage, followed by simulated annealing. Hill
climbing has the slowest rate of 4-tuple coverage with 1,000
iterations. Not shown in the graphs here, all four search
techniques improve the rate of 4-tuple coverage when 10
or 100 iterations are applied. Simulated annealing generally
has the fastest rate of coverage when 10 or 100 iterations are
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(b) Simulated annealing.
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(e) Comparison (100 iterations).

Figure 5: Rate of 4-tuple coverage for input 101918171615141312111 with 0, 100, and 1,000 search iterations.

applied, Tabu search has the worst rate of 4-tuple coverage
when 10 or 100 iterations are applied. Hill climbing and
Great Flood are between these two.

Results for input 101918171615141312111 in Figure 5 in-
dicate that all four heuristic search techniques improve the
rate of 4-tuple coverage. More iterations improve results.
When only 10 search iterations are applied, simulated an-
nealing and great flood produce the best results. With 10
search iterations, hill climbing has the slowest rate of 4-tuple
coverage in the first 650 tests and tabu search has the slow-
est rate of coverage for the remaining tests. In the case
of 100 iterations, simulated annealing has the fastest rate
of 4-tuple coverage and tabu search has the slowest rate of
coverage. Finally, with 1,000 search iterations, tabu search
and hill climbing alternate in producing the slowest rate of
coverage.

Each of the search techniques improve the greedy result.
However, this improvement costs execution time. Table 5
shows the average time in seconds to generate single tests
for the experiments run on a SunBlade 5000 machine. To
compute the average time per test, we generate full test
suites and divide the time by the number of tests. Having
amortized the initialization time across all tests, the time
to generate each individual test is impacted in a small way.
However, the initialization time is relatively small. We do
not report the time to generate entire test suites here since
our goal is not necessarily to run an entire test suite. How-
ever, for a full test suite, increased iterations can increase or
decrease execution time. Shorter overall execution time can
arise when more iterations result in fewer tests.

5. USING THE DENSITY ALGORITHM
The Density Algorithm (DA) is a one-test-at-a-time greedy

algorithm that appears to produce smaller size covering ar-
rays than the greedy algorithm here [4]. We run the experi-
ments again using DA to initialize tests to examine whether
it also benefits from the search techniques. Figure 6 shows
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Figure 6: Rate of 4-tuple coverage for input 57 using
the Density Algorithm and 4 search techniques.

that the heuristic search techniques also improve the rate of
t-tuple coverage when tests are initialized with DA. How-
ever, the density algorithm produces a faster rate of t-tuple
coverage than those earlier.

6. TEST SELECTION FROM EXHAUSTIVE
CANDIDATES

At the outset, Figure 1 showed that a greedy method
can produce better rates of coverage than a combinatorial
method leading to a smaller complete test suite (that covers
all 4-tuples). Later in Figure 4, our hybrid approach further
improves the rate of coverage, but it nonetheless does not
produce the smallest test suite. One may therefore hope
that better heuristic search can both achieve fast coverage
and produce smallest test suites. This raises a question:
Can a one-test-at-a-time approach result in smallest size test
suites?

To assess this, we first consider the input 28. We enumer-
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Figure 7: The minimum, average, and maximum rate of 4-tuple coverage from a one-test-at-a-time exhaustive
algorithm.

No. of HC SA Tabu Flood
iterations

210334251 10 0.06 0.06 0.13 0.13

210334251 100 0.21 0.21 0.26 0.24

210334251 1,000 1.73 1.73 1.63 1.34

10191817161 10 0.03 0.03 0.05 0.05
5141312111

10191817161 100 0.05 0.05 0.06 0.06
5141312111

10191817161 1,000 0.26 0.26 0.24 0.19
5141312111

313 10 0.03 0.03 0.07 0.07

313 100 0.09 0.09 0.13 0.12

313 1,000 0.69 0.69 0.68 0.58

57 10 0.00 0.00 0.00 0.00

57 100 0.01 0.01 0.01 0.01

57 1,000 0.04 0.04 0.03 0.03

Table 5: Execution time per test (in seconds) using
simulated annealing, tabu search, and great flood
with 10, 100, and 1,000 search iterations.

ate all of the 28 possible tests and repeatedly select one that
covers the largest number of uncovered t-tuples. We break
ties uniformly at random. The construction of a test suite
is repeated 100 times for input 28. Figure 7(a) shows the
minimum, average, and maximum number of 4-tuples cov-
ered. The smallest known test suite for this input and 4-way
coverage is 24 [14]. The ultimate size of our test suites here
vary from 31 to 37.

For input 46, the first 88 tests cover the same minimum,
average, and maximum number of 4-tuples. After this, the
results differ. The ultimate sizes range from 408 to 425 tests.

Comparing to the best known results [14], any one-test-
at-a-time approach that attempts to maximize (or indeed,
maximizes) the number of t-tuples covered in tests may not
produce the smallest test suite. It appears that improv-
ing rate of coverage is essentially different from generating
small test suites. In retrospect, the inability of the hybrid
approach to produce smallest test suites is not surprising,
when even optimal selections of each row do not achieve
minimum test suites. We reiterate that this is not the prob-
lem addressed; rather rate of coverage is the major concern.

7. CONCLUSIONS
Interaction testing provides a systematic approach to test-

ing. The higher the strength of interaction coverage, the
closer the testing is to exhaustive. However, higher strength
testing is constrained by testing resources. Smaller sized test
suites are only of full value when testers run all tests, yet
testing budgets can prevent this. To address this, a one-test-
at-a-time approach is introduced to cover more t-way inter-
actions in earlier tests. Then while a tester is running other
tests, heuristic search techniques attempt to cover more in-
teractions in tests being constructed. A one-test-at-a-time
greedy algorithm augmented with heuristic search is used
to generate tests that have a high rate of t-tuple coverage.
This approach combines the speed of greedy methods with
the slower but more accurate heuristic search techniques.
The hybrid approach seems to have a more rapid conver-
gence of t-tuple coverage than either greedy or heuristic
search alone. Among four heuristic search techniques ex-
amined, hill-climbing is effective only when time is severely
constrained, but tabu search, simulated annealing, and the
great flood make worthwhile further improvements over a
longer time. While intended for testers who only run a par-
tial test suite, we also compare the results to an algorithm
that focusses on generating “small” test suites (that are in-
tended to be run to completion). The striking conclusion is
that smallest test suites do not ensure rapid coverage and
that rapid coverage does not lead to smallest test suites.
Indeed the algorithms focus on two different goals, each ad-
dressing a genuine need in practical testing.
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