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Overview

One of the functions of the UK e-science security task force is to identify and
promulgate good security practice in grid and related systems. Many Grid-based
projects have developed distinctive security analyses, requirements, and/or technical
solutions to distributed system security, but as yet there is little public record of this
activity. The purpose of this workshop is to bring together those with practical
experience in this area, to share good practice and discuss problems with others who
are addressing similar issues.

These proceedings contain extended abstracts that were reviewed from the perspective
of relevance, and the extent that they might provoke a useful workshop discussion.
They fall into two broad categories: those reporting project experience, and those
making proposals or highlighting problems associated with particular applications.
The more substantial papers in the former category may later be expanded and
published in a special edition of Software.: Practice and Experience.

We would like to thank all those involved in organising this event, particularly the
committee for their advice and speedy reviewing and the staff at Oxford for managing
the website, accommodation and meeting facilities.

Andrew Martin
Howard Chivers
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A vision for secure grid-enabled healthcare
Mark Slaymaker, David Power, Eugenia Politou, and Andrew Simpson @

20xford University Software Engineering Centre

Abstract

The primary focus of the UK e-Science community is the development of software ar-
chitectures to support the end-user scientific community in large-scale research: it is only in
the context of the specific applications that we can talk meaningfully about systems issues
such as security. A subset of e-Science projects are concerned with the healthcare domain: as
well as satisfying the needs of the end users, such projects have to consider the legal, ethical
and security constraints associated with the use of sensitive data. In this extended abstract
we present a vision for Grid-enabled healthcare that is sensitive to the information security
requirements of such projects; we do not consider, for example, physical security or audit trail
capabilities, which are outside the scope of this paper.

1 Introduction

e-DiaMoND [1] is an e-Science project whose primary focus is the development of a prototype for
a Grid-enabled national database of mammograms which is sympathetic to the work practices em-
ployed within the United Kingdom’s NHS Breast Screening Programme. The generic issues faced
by the e-DiaMoND project are similar to other UK e-Science projects concerned with health appli-
cations in that, for example, the needs, requirements, and constraints associated with the National
Health Service are of tremendous importance. In this paper we describe some of the real-world re-
quirements associated with systems such as e-DiaMoND. We focus exclusively upon information
security: issues pertaining to, for example, audit trail capabilities and the NHS firewall—although
of extreme importance if the health grid dream is to become a reality in the UK—are not consid-
ered here. (The wider e-Health security issues are discussed in a previous paper, [7].) Although
our views are necessarily informed by our experiences with e-DiaMoND, we consider that the gap
analysis and vision described should be of interest to the wider UK e-Health community. Itis in
this spirit that this paper is presented.

In Section 2 we discuss how the virtual organisation that is the UK’s NHS represents a real-life
Grid. In Section 3 we present a number of use cases that have informed our thinking. Next, in
Section 4 we present a gap analysis with respect to these use cases. Then, in Section 5, we present
our vision for the way forward.

2 Areal-lifeGrid

There are, of course, many definitions of what constitutes a grid. What commonly runs through
each of these definitions is the notion of a virtual organisation—many disparate logical and phys-
ical entities that span different administrative domains coming together to form a single logical
entity. Any UK-based e-Science project concerned with healthcare has a particular virtual organi-
sation in mind: the National Health Service.

Such projects are obliged to enforce the principles of the Data Protection Act of 1998 [4],
which are:



1. Personal data shall be processed fairly and lawfully (and in accordance with certain condi-
tions).

2. Personal data shall be obtained for one or more specified and lawful purposes, and shall not
be further processed in any manner incompatible with that purpose or those purposes.

3. Personal data shall be adequate, relevant and not excessive in relation to the purpose or
purposes for which they are processed.

4. Personal data shall be accurate and, where necessary, kept up to date.

5. Personal data processed for any purpose or purposes shall not be kept for longer than is
necessary for that purpose or those purposes.

6. Personal data shall be processed in accordance with the rights of data subjects under the
Data Protection Act.

7. Appropriate technical and organisational measures shall be taken against unauthorised or
unlawful processing of personal data and against accidental loss or destruction of, or damage
to, personal data.

8. Personal data shall not be transferred to a country or territory outside the European Eco-
nomic Area unless that country or territory ensures an adequate level of protection for the
rights and freedoms of data subjects in relation to the processing of personal data.

The NHS comprises a number of hospital trusts, each of which is an independent legal entity.
Each hospital trust is legally responsible for the data held at its sites: this data is released only
with respect to the principles of the Caldicott Guardian, which are stated below [2]:

1. Justify the purpose(s): every proposed use or transfer of patient-identifiable information
within or from an organisation should be clearly defined and scrutinised, with continuing
uses regularly reviewed by an appropriate guardian.

2. Don’tuse patient-identifiable information unless it is absolutely necessary: patient-identifiable
information items should not be used unless there is no alternative.

3. Use the minimum necessary patient-identifiable information: where use of patient-identifiable
information is considered to be essential, each individual item of information should be jus-
tified with the aim of reducing identifiability.

4. Access to patient-identifiable information should be on a strict need to know basis: only
those individuals who need access to patient-identifiable information should have access to
it, and they should only have access to the information items that they need to see.

5. Everyone should be aware of their responsibilities: action should be taken to ensure that
those handling patient-identifiable information—both clinical and non-clinical staff—are
aware of their responsibilities and obligations to respect patient confidentiality.

6. Understand and comply with the law: every use of patient-identifiable information must be
lawful; someone in each organisation should be responsible for ensuring that the organisa-
tion complies with legal requirements.

As each trust retains the ownership of all data located at its site, coupled with the fact that
each trust determines who can access its data (and under what circumstances), the NHS really is a
virtual organisation.
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Figure 1: Abstract view of the e-DiaMoND architecture

The core e-DiaMoND system consists of middleware and a virtualised medical image store
to support the concept of a data grid. The virtualised medical image store comprises physical
databases, with each being owned and managed by a Breast Care Unit (BCU). The e-DiaMoND
grid is formed by participating BCUs coming together as a virtual organisation and uniting their
individual databases as a single logical resource. In addition, there are a number of stand-alone
databases and applications.

An abstract view of the e-DiaMoND architecture is presented in Figure 1. Here, we have two
hospitals that come together to form a virtual organisation, both of which have externally facing
services (E): it is these externally facing services that facilitate communication between sites. In
addition, each hospital has its own locally owned database (Data), internal services (), access
control policies (P) and workstations (ws).

3 Security use cases

In this section we consider several security use cases that have informed our thinking within the
e-DiaMoND project. We do not claim that the use cases are exhaustive—it would be difficult to
provide such a collection in the space available—but we would claim that the use cases we present
here are sufficiently representative. In addition, given the space available, it is necessary to present
these use cases at a relatively high level of abstraction. However, we would argue that—from the
point of view of security requirements—virtually all of the other use cases that we could provide
turn out to be specializations of one, or subtle combinations of several, of the use cases given
below. All of the use cases are illustrated at the end of the paper.

3.1 Distributed queries of patient data (Figure 2)

A user wishes to query the data held on a subset of the hospitals that form the health grid. Each
hospital is allowed to decide its own policy for data access. The user should receive the combined
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results containing only data that they are permitted to access.

In the first step, a request is sent from a workstation to an externally facing service at the local
hospital. The external service then forwards the request both to an internal service at the local
hospital and to a number of external services at other hospitals. These external services at the
other hospitals then pass the request to their local services. When an internal service receives a
request it reads the local policy, and uses it to decide if the user is authorised to access the data
requested. At the local hospital the user will probably have significantly higher access than at
remote hospitals. If access to the data is permitted the local service will retrieve it from the data
source and return the data to the external service, if permission is not granted, a message will still
be returned to the external service. The data is then returned to the external service at the local
hospital which will combine it and return it to the user.

3.2 Working at a remote hospital (Figure 3)

A doctor is working at a remote hospital which is part of the health grid. They should be able to
access data from their home hospital, though their request may be subject to a policy that differs
from the one used when they are at their home institution.

The first step is a request from the user being sent from a workstation at a remote hospital.
Although this request is for data from the doctor’s home hospital it is first sent to the external
service which is local to the workstation. The external service will then forwarded the request to
the external service at the user’s home hospital. When the internal service receives the request, it
will know the request comes from a doctor who works at the local hospital and it will also know
that the request came from a workstation at a remote hospital: as such, it may apply a different
policy with respect to the user’s request.

3.3 Delegation of access permissions (Figure 4)

A senior health professional would like to grant access to data to another health professional.
This access should be temporary, and could be granted to either a named individual or a group of
people.

The first step is a request sent from the workstation to the external service at the local hospital.
This is then forwarded to the internal service in the same way as a request for data. The internal
service will then check the current policy to see if the user is allowed to modify the policy in
the way requested, if the user is allowed to make the modification, the policy is changed and all
subsequent access requests will be subject to the new policy.

3.4 External access (Figure 5)

Either a health professional working from home or an individual patient wishing to see their own
records should be able to access data in accordance with the local hospital’s access policy. The
hospital would use a different policy for such external access than would be used for requests from
a remote hospital. This use case differs from the others as the request comes from outside of the
current virtual organisation. The exact mechanism for authenticating the user is not specified, but
it is vital that the internal service is aware of the origin of the request.

3.5 Modification of data (Figure 6)

Having made a clinical decision about a case, a doctor wishes to modify the data stored in the
health grid. A doctor will only be able to modify data if a hospital’s policy allows it. Each hospital
is responsible for the data it stores and as such it should keep a record of all modifications made.
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This use case is similar to the delegation of access permissions described above, with the only
difference being that the data—rather than the policy—is being changed.

3.6 Transferring patient records

Our final use case draws together aspects of each of the previous use cases. We include this as it
imposes an additional requirement that is not introduced by the more generic use cases.

In this use case a patient has moved house and is now being treated at a new hospital. As the
patient is likely to stay at the new hospital for some time, it would make sense to move their data.
To be able to move the data it will first need to be read: this may involve a distributed query as
data may already be present at other hospitals. The data will then need to be deleted from one
hospital and copied to another—as the responsibility for it has transferred. This will involve the
modification of data. Finally the access policies at both of the hospitals may need to be changed
to reflect the change of ownership of the data.

If an error were to occur during this transfer process the system could be left in an unstable
state. To prevent this, a notion of transaction management could be used to ensure that all the steps
have occurred successfully before the modifications are committed.

4 A gap analysis

Having identified the key constraints and use cases pertaining to information security, we are now
in a position to present a gap analysis. In presenting this gap analysis we make a number of
assumptions—without certain fundamental aspects of a secure distributed architecture being in
place, the consideration of information security is relatively futile.

First, we assume the existence of an appropriate service-based infrastructure to facilitate the
type of distributed healthcare grid with which we are concerned. Second, we assume that there is
some method for issuing credentials. Third, we assume that appropriate mechanisms are in place
to ensure the secure transfer of data between different members of the virtual organisation. Fourth,
and finally, we assume that there is some means by which users can describe their requests.

Given our use cases and constraints, as well as the above assumptions, we have identified six
gaps that must be closed to ensure an appropriate level of information security for Grid-enabled
healthcare systems, each of which are being tackled within e-DiaMoND. We consider each in turn.

4.1 Describing policies

There is a need for each individual entity within the virtual organisation to be able to describe
the access control policies associated with that site’s data: the utilisation of the OASIS eXtensible
Access Control Markup Language (XACML) [5] is appropriate in this respect.

If temporary access to data—as described in the delegation use case—is to be allowed, then
either the policies must contain time-based information, or a secondary process would have to
change the policies at the appropriate time.

The need to allow access to only that patient data that is absolutely necessary, is stated in
the second and third principles of the Caldicott Guardian. It is also a requirement of the Data
Protection Act (in accordance with the second principle).

4.2 Describing denial of access

If a doctor is performing a distributed query to find information about a patient, they may find
that they are being denied access to certain data. If the doctor is trying to make a diagnosis it
is important that they know that their access has been denied. Likewise an epidemiologist may
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draw false conclusions if they are silently denied access to certain data about certain patients. This
would suggest informing the user when access has been denied.

However, they may be a case where access is denied because a patient does not wish certain
aspects of their data to be used for anything but primary care. In this case it would be relatively
simple to deduce much of the data from messages describing the denial of access: there is the
potential for information flow.

The suitable description of denial of access—to avoid both the drawing of false and the poten-
tial for information flow—is a key issue.

4.3 Credentials (portability, propagation, and revoking)

If credentials are to be used to authenticate users in our vision of a health grid, then several prob-
lems need to be overcome. First, it is important that the credentials are portable: this is needed
if doctors are to be able to move around their own hospital or to access data when visiting other
hospitals.

Another problem associated with credentials is propagation: external services need to be
trusted to pass users’ credentials to other services. One method commonly employed for this task
is a proxy certificate; however, these have the problem that the user has to trust the intermediate
services to use the proxy certificate as they intended.

Finally, it must be possible to revoke a set of credentials: this is especially important if doctors
are carrying their credentials around with them. Current systems often rely on the service actively
requesting lists of revoked certificates, leaving a window of opportunity for people to misuse the
credentials.

4.4 Transactions

For more complicated use cases, such as the transfer of patient records, some level of transactional
support is needed. Although there have been some proposed standards for transactions between
web services, at the time of writing these are not commonly supported.

45 Secure deletion of data

One of the requirements of the health grid is that it should be possible to give temporary access
to data. It is important that people given temporary access do not make a copy of the data. In our
idealised health grid, data would have a lifetime and would be deleted after use: if this were the
case, it would then be following the fifth principle of the Data Protection Act.

4.6 Physical location of remote user

Another complication that the Data Protection Act presents is the fact that personal data is not
allowed to be transferred to countries that do not have equivalent data protection laws. If the
health grid is to allow access from a remote user, then the determination of the correct physical
location of that user is essential.

5 Theway forward
In the previous section we identified a number of gaps that prevent the implementation of the

idealised secure health grid that was characterised in Section 2. In this section we provide a brief
overview of the activities being conducted within the e-DiaMoND project to fill these gaps.
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There have been many proposed systems for the description of access control policies, with
the typical approach employed by modern relational database management systems being the use
of roles and views to restrict access. For many applications, such an approach is sufficient and
entirely appropriate, but it does have drawbacks, however: for example, such approaches tend
to be coarse-grained, with for more fine-grained access control, Access Control Lists (ACLS)
typically being used (which have their own limitations).

An alternative approach to using database views is to modify the query being made by the
user. Such an approach was used in early versions of the INGRES database management system
(see [3]). When combined with the capture of arbitrary complex sets of rules expressed in, for
example, the eXtensible Access Control Markup Language (XACML) [5], an approach to query
modification based on dynamic fine-grained access control policies is feasible. By using this
established language to describe access control policies, it is possible to take advantage of existing
freely available tools that utilise standard interfaces.

Of course, the fact that a particular query might be blocked gives rise to the potential for infor-
mation flow. Further, query modification—as described above—runs the risk of false conclusions
being drawn by the user. To be able to describe in a policy that a user should or should not be
informed that their access to data has been partially or totally blocked, requires significantly more
than a simple yes/no decision with respect to data access. In XACML it is possible to state such
addition requirements using obligation statements.

The above is an avenue that we have explored within e-DiaMoND, with preliminary results
being described in [6]. Some problems are less surmountable, however.

Certificates are often used to provide credentials for users and servers. Solving the problems
associated with certificates is an active area of research. There are many partial solutions to the
problems associated with certificates, but—unfortunately—no complete solution currently exists.

Transactional support for web services is still in its infancy; e-DiaMoND use cases are in the
process of being developed for the GGF transaction management research group.

It should be borne in mind that there are numerous web service specifications which are de-
signed to be composed together to provide various aspects of security. However, very few have
been ratified—most are in varying stages of consultation, which means that they are susceptible to
change. As such, designing solutions based on such technologies is a difficult task. Furthermore,
as these standards are not ratified there are currently no containers that support all of the proposed
security related standards.

In general terms, there is no solution to the problem of users keeping copies of data which
they have been given temporary access to. However, if users are restricted to viewing data through
certain accredited applications, it should be possible to avoid accidental copying of data, and to
increase the difficulty of copying data. For an infrastructure such as e-DiaMoND, it is possible to
determine exactly which applications may ‘plug-in’; for a more generic health infrastructure, this
may not be possible.

Finally, and most problematically, it would be difficult to imagine a system that could report
the exact physical location of an Internet user: and any such solution would certainly involve ¢
hanging the current Internet infrastructure.
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Abstract

The MOD is increasingly interested in combining its disparate functional entities into
integrated capabilities. Beyond that, the nature of contemporary military engagements is such
that MOD is often obliged to work with other organisations (and this does not only mean
foreign military organisations). This, of course, means that MOD must share information
and resources with these other organisations. Grid computing and the associated promise of
virtual organisations, which allow disparate entities (or ‘classical’ organisations) to form and
work together is, therefore, of clear interest to MOD. A basic problem in forming virtual
organisations (and indeed in MOD forming coalitions) is security. This paper discusses the
security concerns that MOD is likely to have, should it wish to use Grids, and what causes
those concerns. The paper ends by summarising how some recent research might be of use in
addressing MOD’s concerns.

1 Introduction

The UK Ministry of Defence’s (henceforth 'the MOD’) computing resources and capabilities com-
prise of a number of disparate legacy systems. The emphasis on the effective use of information
for successful military operatiohsand the need to deploy MOD’s various capabilities in smooth
combination means that MOD is increasingly interested in integrating its legacy information sys-
tems. In addition to this the nature of contemporary military operations obliges MOD to work
with many other organisations. These may just as easily be UK or foreign non-governmental
organisations (NGOSs) as foreign military forces.

In this context, Grid computing’s promise of dynamic virtual organisafiotisat can be
formed relatively quickly to share resources to address new problems, is very alluring. The dif-
ficulty lies, of course, in trust and security. Even when a number of (sufficiently) secure legacy
MOD information systems are integrated, the result can have unacceptable security vulnerabili-
ties. When working with NGOs, who typically are not as security conscious as the military, or with
coalition partners, some of whom will not be fully trusted, the security issues are much harder.

In this position paper we provide a short summary of the concerns that MOD is likely to have,
should it wish to make use of Grid computing, and what engenders such concerns. Security in
dynamic virtual organisations is a difficult subject, especially when high assurance is required; for
that reason it will not be easy to solve MOD'’s requirements for Grid security. In spite of that we
will outline some thoughts on current work in the Grid security community that may be relevant
to MOD'’s security concerns.

These are no longer simply concerned with war-fighting, but also include a spectrum of activities, such as ‘peace-
keeping’ and ‘peace-making’.

2It might be noted that Grid technologies are a means to the objective of (dynamic) virtual organisation, in spite of
this distinction we’'ll use the terms ‘Grid’ and ‘VO’ (or DVO) interchangeably.
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2 Military Security

The MOD has an accreditation process that must be cleared before systems can be used; if the
MOD is to take part in a VO, then the accreditation process must decide that the security risks
associated with being part of that Grid are acceptable. It is important to appreciate that MOD’s
security policies and the associated accreditation methods are a slowly evolving body of stan-
dards and procedures. These processes have traditionally been geared towards systems of fixed
configuration and static communities of users. Furthermore, individual systems are subject to an
accreditation process that approves the use of a syfsteaparticular purpose and environment
Change, by introducing new user communities, purposes, environment, or whatever, means that
the accreditation may have to be re-evaluated. And if the process decides that unacceptable secu-
rity risks exist, then additional security measures must be put in place.

In forming a Grid across a number of systems (even if they are within MOD) the inevitable
diversity of local policies and security mechanisms will have an impact on the MOD accreditation
process. Accreditation is based on a risk analysis that takes into account the trust placed in users,
by virtue of their security clearances, and the threats faced by a system in a particular set of
circumstances. Other factors taken into account are the number of users and connections to other
systems. The greater the diversity in the user community, and the more the uncertainties that exist,
the greater the risk rating will be. Naturally, as the risk rating increases so more security measures
are required to mitigate the risk.

The risk method will typically assume relatively stable user communities and system config-
urations. If we now apply the logic to a grid community we would find that we are now in a
situation where:

e The user community could be large and change rapidly.

That user community could make unpredictable demands on computing resources.

The direct and indirect connectivity through participating systems is unknown.

The trust that we can place, in some sense, on the other systems is undefined or unclear.

Even if the individual systems were MOD accredited they may have been configured to meet
different threats, and so when they participate in a grid, comprise paths are created across
the domains that could be exploited.

With these basic military concerns in mind, let us now look briefly at Grid security.

3 Grid Security

3.1 Secure or Enabling?

The broad impression created by the extant literature on Grid security is that the concepts and
requirements have been born in environments of high mutual trust and low operational sensitivity.
It appears that the concerns of the Grid community have been dominated by wanting to enable
Grid users to create and use virtual organizations as quickly and as easily as possible. Examples
of the security features that create this impression include:

e the emphasis on single sign-on,

e the aim of enabling Grids to form without assuming trust between the “classical” institutions
that make the Grid,
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e the facilities provided to enable delegation.

The first item on the listyiz. single-sign on, is clearly a very ‘enabling’ security feature, once
logged on users don’t have to waste anymore time with re-authentication, and can happily proceed
to access other resources on the Grid. But single-sign on is not suitable for all-purpose military
use, because if a legitimate user logs on, and then that user is either removed (by being killed), or
subjugated (by being held at gun point, for instance), then the attacker has access to an authenti-
cated entry point into a sensitive resource pool.

The aim of trying to achieve a “secure” DVO without needing to assume that the classical
organisations trust each other also suggests more regard for getting the Grid up, than for worrying
about security. Implicit in this “no inter domain trust assumptions required” is that users are
permitted to act with significant autonomy from their parent organisation. Ultimately, it is the
business context that guides what information assurance should be sought, and therefore what
restrictions must be imposed. For many of the envisaged applications of Grid computing it may
be entirely appropriate to expect and to grant user autohoBwt for the military (and for other
domains where the work, by its very nature is sensitive) such freedom is clearly unrealistic. Instead
MOD users will have to work within the constraints imposed on them by MOD policy.

Certificate delegation enables a Grid user to grant access to others. Again this feature en-
ables access and facilitates working on the Grid. Unconstrained powers of delegation are clearly
unacceptable to MOD with its established hierarchy of clearandéesKestricted, Confidential,
Classified. .etc). A user with high clearance is not permitted to simply grant high clearance ac-
cess to a user of lower clearance. More generally, the effect of allowing delegation is to permit
the user community to change, and specifically to grow, in a potentially uncontrolled way. Recall-
ing section 2, a changing and growing user community increases the risks that the accreditation
process identifies, and obliges more protective measures to be enforced.

3.2 Can a Military Grid Form?

Despite the assertions about “no inter domain trust assumptions required” it is clear to the Grid
security community that when forming a Grid the policies of the members of the Grid will have an
impact. A succinct summary of the constraints that come into play is provided by Von Welch and
Siebenlist in [3]. They note that the following types of constraint will act in conjunction to inhibit
the users of a Grid

1. The access and authorization policies of each site that forms a VO.
2. The accesses that each VO site permits to an arbitrary VO member.

3. The further access controls that the VO places on its members.

The first obvious problem is that should an MOD site wish to be part of a Grid the MOD accred-
itation process will identify too many risks for the Grid to be cleared. Related to this and to the
protective measures that an accreditation process might stipulate, is the possibility that the con-
straints imposed by MOD will simply prevent the Grid from forming at all, or key activities will

not be able to take place, due to MOD’s membership. These problems can be summarised simply
by saying that the conflict between the access requirements of the VO and protection requirements
of MOD may be irreconcilable.

3In addition to academic collaboration, the example of distributed gaming also comes to mind.
“Their presentation concerned GT3's GSI specifically, but it is still representative of the communities work, and a
fair indication of the constraints that will come into play when Grid security solutions are deployed.
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A simple solution to these problems is to note that the MOD is a diverse organisation that
encompasses many functions. Some of these functions, and some operations, have lower sensitiv-
ities, than others. The simplest answer, therefore, is to restrict the use of Grid to low sensitivity
activities. But this really is avoiding the issue. The MOD needs to address many of the problem
of resource and information sharing that arise in DVOs, irrespective of what the Grid community
is doing.

With this in mind and with a basic understanding of the problems of MOD using Grid we can
think briefly about what needs to be done, and what the research community has to offer.

4 What Can Be Done?
The way ahead has two parts, which we consider in turn later:

1. Identifying the new security risks created by MOD joining a Grid.

2. Developing and deploying further measures to mitigate these new risks.

4.1 Identifying New Risks

Accreditation is the process that decides whether or not a Grid is “secure enough”. To assist the
accreditation process evidence needs to be provided that there is sufficient protection against the
risks engendered by the VO. In theory the accreditation process will itself identify the potential
risks, but recalling that the MOD’s process is geared to fixed systems with a static set of users,
when applied to a DVO the risk identification process itself is likely to be long. If technology
can help identify what the risks are, then that will, at the very least, streamline the accreditation
process.

The question is: what causes the new risks created by a site joining a VO? To answer this
guestion confidently we need to know about the new interactions and patterns of behaviour that
are possible in the VO. These will then, according to the context, determine where the new security
risks lie. In fact there are a number of items of research, now being conducted in the community
that try to address some of these problems.

The driving idea is that DVOs will require “dynamic and adaptive” network security. The term
is taken from Ashriet als work on the Semantic Firewall, [1], but the concept is to be found
in other recent work, as well. The essential idea is that is that supporting complex and dynamic
relationships necessitates a semantic-level description of what processes, agents, clients, servers,
or whatever will do. Closely related to the Semantic Firewall work is the work of Ustak [4],
using the KAoS policy management system for broadly similar ends.

The underlying idea in these papers is to use Semantic Web to describe security policies and
agent behaviour, and then to use Semantic Web tools to build an infrastructure with the following
aims:

1. Ensuring that only “appropriate” interactions take place, an interaction is appropriate if it is:

e expected, and
e safe, i.e. it does not violate any security policies.

2. Tothe end of 1, the components of the infrastructure must be able to check that their security
requirements can be met, before entering an interaction.

3. The infrastructure should be able to meet the needs of both users (who want flexibility) and
administrators (who want protection).
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An interesting complement to the above is the work of Molina-Jimesteal., [2], which uses

finite state machines to formalise and monitor contracts. Depending on what the contracts repre-
sent, there is much conceptual overlap with the Semantic Web work, but simply using different
mathematical tools.

With regards to aiding the MOD’s accreditation process, recall that was essentially a static
process, which is the end point of a long evolutionary process. The research mentioned above is
driven by the needs of dynamic systems, and driven by the contemporary research agendas for
DVOs. These cultural and social differences may mean that the results of such contemporary
research cannot feed smoothly into the accreditation process. More technically, the research sum-
marised above concerns describing and monitoring agent behaviour. This is necessary to securing
DVOs, but on its own it is clearly insufficient: it needs the complementary support of protection
mechanisms.

4.2 Protecting Mechanisms

The simplest protection is to constrain what users can do, and withhold information and resources
from collaborators. But as noted in section 3.2, with the MOD involved this approach is likely to
hamper prohibitively. A variant of simply denying information and resources is to create special
subnetworks cleared to partake in a specific VO. This type of approach is already used in coali-
tions operations, and it could be aided by the description and decision making technologies of the
previous section.

Creating a network for a specific military operation is a cumbersome and costly process. Far
more useful would be to be able to enforce protection as the DVO is created, and as it runs. In this
regard note that the work summarised above, to the best of our knowledge, is largely concerned
with description and monitoring of “correct behaviour”. To be really useful it would need to be
complemented with an assured capability for catching exceptions to correct behaviour and dealing
with them safely.

More generally protection mechanism and policies are required that allow sensitive data and
resources to shared for a while, without effectively giving possession to the resource and data user.
The analogy is with granting a short term licence. However, before any protection mechanisms is
used (for exception handling, or whatever), it must itself be blessed by the accreditation process.
And that itself may be difficult or even impossible.

It has been noted that Grids do not have to be dynamic, distributed and loosely coupled, they
can be static, with centralised control and fixed, inter-operability enabling standards. This might
lead to the objection that some of the factors that we identify as exacerbating trust and security
problems do not necessarily apply when using Grid technology. In some contexts this may be a
valid argument, but the MOD is often obliged to safeguard highly sensitive information and retain
sovereignty and control. In multi-national coalitions these issues are especially difficult, and, in
all case highly sensitive information cause substantial further complications.

421 PKI.

Finally, let us end with some brief comments on the choice of PKI to support enforcing authenti-
cation. The use of PKls in DVOs will require solution to problems of PKI inter-operability, and
this raises a number of concerns. Some of these are the PKI inter-operability requires:

e Sharing certification keys, and this is not always possible.

50ur knowledge of the technologies in section 4.1 is not comprehensive, so these technologies may support excep-
tion handling, but the focus of the papers is on description and monitoring.
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e Cross-certification, which in turn requires to organisations to trust one another.

Further difficulties arise because, currently, MOD only allows PKI’s to be used in relatively
low classification contexts. This problem is not specific to security in DVOs (and other MOD re-
search may address it), but it is an important constraint for the use for the use of Grid technologies.
We hope to expand on this subject in further papers.

5 Conclusions

QinetiQ has just started research on the use of Grid technologies by MOD. A key part of that work
has been to consider the security problems of MOD using Grid. In this paper we have given a
brief view on what are MOD’s general security concerns, and the security challenges they create
for DVOs. We have also summarised some items of relevant research on security in DVOs. The
way ahead is not clear and simple, there are deep social and technical issues to be addressed. This
paper explains some of the problems, and we hope to develop the themes in this paper in future
publications.
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Abstract

Business process integration can be complex when it spans organisations. Current
grid technology aims to provide the capability to link processing between organisations,
but does not presently provide manageable secure access to grid resources. In addition,
existing workflow tools connecting grid services lack security for collaborative
workflows. The DAME (Distributed Aircraft Maintenance Environment) is used to
illustrate the collaborative use of grid services in diagnostics workflows. This paper
shows that a Virtual Organisation (VO) policy needs be used to control access to a
workflow executing collaborative services for different users from different
organisations. The intention is to demonstrate mechanisms for securely sharing services
instances using grid computers where the VO membership can change within minutes.

1 Introduction

The following text describes the combination of workflows with virtual organisations to form a
collaborative problem-solving team. The example environment illustrates a requirement for
many small dynamic teams involved in solving different problems. This environment is highly
distributed from the perspective of both users and system components. These distributed system
components take the form of aircraft with data logged by the aircraft engines in flight. This data
has to be handled by the system for both immediate interpretation and for searching across
historical records. With current Service Oriented Architectures (SOA) using web services to
create distributed systems and the grid community creating stateful web services, there is a need
for service level control to stateful services allowing for collaborative access to these service
instances. In this case, the collaboration is a virtual organisation whose task is controlled by a
workflow management system.

The example environment from which the virtual organisation requirements are derived is
the Distributed Aircraft Maintenance Environment or DAME. This is a research project
involving the Universities of Leeds, Oxford, Sheffield and York, supported by Rolls-Royce and
Data Systems & Solutions. Its research is in systems for predictive maintenance diagnostics of
aircraft engines on fleets of commercial aircraft.

Throughout this paper a Virtual Organisation (VO) is defined as a group of users and
resources collaborating in one or many tasks across organisational boundaries, refining
definitions given in [1, 2].

2 DAME

The motivation for the access control system is derived from the requirements of the DAME
(Distributed Aircraft Maintenance Environment) project [3]. This project serves to demonstrate
how a distributed architecture, such as grid computing, can provide a solution for aircraft engine
diagnostics. The DAME project is supported by industrial partners Rolls-Royce, the aircraft
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engine manufacturer and Data Systems & Solutions (DS&S), who provide IT support and
maintain service contracts for engine leasing. To improve diagnostics and maintenance
scheduling of aircraft engines an on-wing system has been designed to monitor vibration and
performance parameters on aircraft engines whilst in flight. A ground-based system will analyse
recorded data to monitor engine behaviour. This will be used to provide information on the
condition of engines to the maintenance team at the airport for predictive maintenance. The
DAME system is intended to be both an Expert System, providing diagnosis of known problems
and a Decision Support System giving diagnostics support to experts to analyse problems not
identified by the system. These experts reside within the organisations of both Rolls-Royce and

DS&S.
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Figure 1 DAME Diagnostics Virtual Organisation

Figure 1 illustrates how the geographically distributed personnel collaborate on solving

diagnostics problems. The diagram shows the personnel in the main diagnostics roles of the

DAME project. They are the:

e Maintenance Engineer, based at the airport and physically works on the engine

e Maintenance Analyst, based at the diagnostics support centre (DS&S) where the airline’s
aircraft maintenance contracts are managed

e Domain Expert, based at the engine manufacturer’s design centre and is an experienced
aircraft engine designer

The mechanism to control the dynamics of the diagnostics team is provided by an escalation
process. This process moves the main responsibility of investigation between members of the
VO. The VO is created when out of parameter signals cannot be recognised by the initial
DAME process. The Maintenance Engineer escalates the problem to the Maintenance Analyst
linked to that airlines support contract. The Maintenance Analyst can involve further
maintenance analysts and if needed escalate the problem to a Domain Expert. The Domain
Expert can involve further Domain Experts.

Figure 1 shows the multiplicity of VO members linked by a single workflow and problem.
The members of this team collaborate in a distributed environment, from different organisations
and require differing access to common tools & data. The illustration does not highlight the
possibility of multiple instances of the roles involved in a particular problem. Nor does it show
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how the VO will evolve over time. In some cases, problems continue to be analysed by Domain
Experts after the engine has been released, therefore the original Maintenance Engineer is no
longer a member of the VO. It also illustrates the basic access to diagnostic services, which in
turn access commercially sensitive data.
The benefits offered by grid computing to DAME can be summarised as:
e  Geographically distributed data sources and users, every airport globally is a potential
target for the DAME system
e Large amounts of transferred data, each engine will typically generate 35MB per hour
Large amounts of stored data, increasing and possibly distributed
e Dynamically available resources to process each engine within a short period of time, e.g.
aircraft turn around time
e System components are operated in different domains
e Requirement for strong security, due to commercially sensitive data and processing

3 Existing Solutions

3.1 Grid Security

The current grid implementation of OGSA (Open Grid Services Architecture) by the Globus
Alliance has some security restrictions for collaborative use of services. Firstly, only users
already entered into the local list of identities can access secure services. Secondly, creating a
secure environment to execute services requires a service factory per user identity. The DAME
problem has multiple users managed by different organisations requiring access to sensitive
services that are not managed by the users’ organisation. Each organisation would maintain user
identities with the role(s) a user can assume in DAME.

The current DAME implementation requires users to login to a portal, which then uses a
single corporate certificate to access services and resources. This does not provide adequate
protection for the large number of users, service instances and multiple VOs in the real
environment. Therefore, each service needs further information to control access.

3.2 Related Solutions

There are a number of solutions for identity management in systems that cross organisation
boundaries. The investigation into solutions for DAME has concentrated on those that use
X.509 certificates. This is due to the ability of X.509 to delegate credentials by proxy to services
[4] for single sign-on. Additionally, the credential allows users to be identified when accessing
services.

The Globus Security Infrastructure (GSI) [4, 5] permits user access by mapping identities to
local accounts, but is too restrictive to support DAME. The VOs require collaborative use of
services and a more flexible user administration.

The Community Authorisation Service (CAS) [6], and the Virtual Organisation Management
System (VOMS) [7] are certificate servers that attach user attributes to the user’s certificate and
can then be used to access authorised services with a VO. CAS attributes can specify access
rights in low-level details such as local file permission. VOMS attributes are based on more
general role and VO membership. Because all attribute information would be attached at the
start of the workflow, either system would be difficult to maintain for a diagnostics process,
where specific tools and data would not be known up front.

Shibboleth [8], a authentication system which precedes grid research, may provide a solution
for requesting authentication and user attributes from trusted authorities. This can be combined
with X.509 certificates to authenticate a user’s identity and attach attribute assertions.

Policy decision engines such as Akenti [9] and PERMIS [10] use policies defined within the
services against the user identity to provide an authorisation decision on an access request. Both
of these use various technologies to incorporate multiple stakeholder policies. For DAME some
policies will need to be dynamic, existing for the duration of a VO and its service instances.
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The problem DAME describes contains a large number of users, but restricted to well
defined, static roles. By the nature of DAME services, the access control policy for the VO is an
emergent property of the distributed policies for service instance access. The mechanisms above
do not currently provide the means to control the distributed policy across services and across
organisations.

4 Research Directions

Browser

Application Gateway

Provenance ]
Porta
Case DB - -
s—— 1 Configuration
1 —————— | Controller | ——>]
S 71
L
MyProxy DB |<— \t.n
log requests & policy decisions _ Access Control List View
..n
—‘ retrieve attriputes acs byTdie e
Accgss Control RolesDB [~ -
1..n 1.n

access by role & extended x.509 certificate

1
.n Workflow
authorise request 1
Workflow Manager L 1 Workflow ACL
" : N Protected Services are ™
‘ Policy Enforcement Point ‘ derived from {abstract} i
q A 1.n 1
‘ 1 Application Gateway. .n
workflow policy The gateway provides
access control and links Workflow Factory
provide authorisation to the provenance system 1.n
for auditing
. Workflow Instance
U Policy Decision Point
— 1
1/ |1.n workflew policy 1.n
1 1 — )
— aegess by extended x.509 certificate
linked PDPs VO Policy
service policies Grid
1.n
1.n 1.n Service Factory
Service Stakeholder Policy 1.n service policies Grid Service | ——
1.n
0..n i 1.n 1.n
linked policy
..n 1
Grid Dat: Grid Broker

Figure 2 Proposed VO Access Control Architecture (analysis view)

The conceptual system diagram in Figure 2 describes the security architecture of the DAME
portal and workflow management system. The right hand side of the diagram is based on the
current state of implementation. The users use secure login to the portal, which runs the Apache
Struts [11] framework within Tomcat. The login ID maps the user to a role within the context of
DAME, which then controls the views and actions available to that user. For the duration of the
session, a role-based connection is made by the portal to the Workflow sub-system. This
restricts user requests at the workflow level and provides notifications to the portal on states
changes to registered workflows. To allow collaborative use of the grid services, the workflow
sub-system uses a ‘DAME’ certificate to create and access grid service instances. The Grid
services are factory based with message level security. This completes the description of the
currently implemented DAME portal and workflow management.

The system described makes it possible to create dynamic VOs attached to workflows. In
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