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Abstract

Partially observable environments pose a major challenge
to the application of reinforcement learning algorithms. In
such environments, due to the Markov property frequently
being violated in the system state representation, situations
can occur where an agent has insufficient information to
decide on the optimal action. In such cases, it is necessary
to determine when information gathering actions should be
executed, that is, when the agent needs to reduce uncertainty
about the current state before deciding on how to act. One
possible solution that has been proposed in past research is
to manually code rules for execution of information gather-
ing actions in the policy using heuristic (and likely faulty)
knowledge. However, such a solution requires explicit expert
knowledge about actions which are information gathering.
In this paper a flexible solution is proposed which au-

tomatically learns when to execute information gathering
actions and furthermore to automatically discover which
actions gather information. We present an evaluation in
the RoboCup KeepAway domain that empirically shows
the robustness of the proposed approach and its success
in learning under varying degrees of partial observability.
Hence, it eliminates the need for hand-coded rules, is flexible
in different situations and does not require knowledge about
information gathering actions.

Index Terms

Belief state, KeepAway, partial observability, POMDP,
reinforcement learning

1. Introduction

Learning a policy for sequential decision problems under
partial observability is a problem that often arises in practical
applications of AI [1]. Whilst reinforcement learning can
deal with problems with combinatorially huge state spaces
in a fully observable setting [2], partial observability is
still a challenge [3], [4]. The most significant problem is
that, in contrast to fully observable problems, it is not
enough to base the current decision only on the observable
portion of the state of the environment or, more specif-
ically, on the current assignment to state features which

are observable. This causes the domain to become non-
Markovian. If observable features allow the agent to make
optimal decisions, then the environment is effectively fully
observable. In order to maintain the Markov property in
partially observable environments, either the full history
of previous transitions has to be stored or the belief state
used instead of observable features where the belief state
is a joint probability distribution over state features which
are necessary for the decision making process, and this
includes both observable and hidden features. [5] However,
if we do not store a full history or we approximate the
belief state, the Markov property is violated anyway. The
issue of how to provide Markov property in a reinforcement
learning solution constitutes the main reason of why partially
observable environments are more difficult and challenging.
In this paper we focus on a particular implication of

this issue. Specifically, we are tackling the problem of
information gathering actions (IGAs) [6]. Information gath-
ering actions are those actions which do not necessarily
move the agent closer to the goal or towards states which
would normally yield higher rewards in a fully observable
environment. The aim of those actions is to reveal new
information which is hidden at a given time. When the
agent which is playing football is not sure about positions
of players behind his back, he has to turn his neck to
gather information about this region of the football pitch and
decrease its uncertainty in its belief state estimation (certain
values of hidden state features will have lower or higher
probability after execution of such an action). An important
issue is that IGAs are usually contradictory to actions which
move the agent towards the goal, because they may be
costly and time consuming. However, the optimal policy
may require them since motion actions may cause movement
in opposite directions than predicted when the assessment
of the current state is very fuzzy. Another, problem is that
sometimes only certain types of motion actions may lead to
information gathering [7] whereas other actions may not.
One way of dealing with IGAs is to manually design

rules which determine when such actions should be exe-
cuted. Such rules are usually based on imperfect and faulty
human knowledge and require explicit expert knowledge
about actions which are information gathering. When the
designer of the system does not know which actions are
IGAs, such rules cannot be designed. Such an approach
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was applied in the RoboCup sub-game of KeepAway by
Stone et al. [7] where knowledge about IGAs is available.
An information gathering action is executed in this case,
when the uncertainty about certain (hidden) state variables
drops below a hand-coded threshold value. In this paper we
want to move this idea forward by automatically learning by
reinforcement which actions gather information and when to
execute them.
The main contribution of this paper is a technique which

incorporates uncertainty directly into the function approxi-
mation engine which represents the value function. The pro-
posed technique is evaluated on the robotic soccer domain.
This idea is of general applicability to other domains and
our demonstration on the KeepAway task serves as a proof
of concept. Additionally, according to our best knowledge,
there was no previous research on a fully autonomous
reinforcement learning approach to KeepAway learning with
partial observability.
Overall our results show that our approach allows for

flexible learning which does not depend on the context in
which information gathering actions are executed, that is, it
can learn solutions of much higher quality under different
degrees of partial observability than can be achieved with
hand-coded heuristics. Specifically, the proposed approach
significantly outperforms previous approaches in the evalua-
tion domain under higher degrees of partial observability.
Furthermore, the confidence threshold parameter, which
needs to be experimentally tuned (especially for different
confidence evaluations), is eliminated and the developer
is no longer required to have any prior knowledge about
IGAs or the contexts in which to use them. The designer
of the system does not have to indicate which actions
are information gathering, and furthermore the algorithm
can deal with situations when, for example, motion actions
gather information with different efficiency. It may be more
appropriate to move forward and gather less information
then not to move at all and execute an action which is much
more informative.
The paper is organised as follows. Section 2 presents a

more detailed introduction to reinforcement learning and
the problem of partial observability. Then, two subsequent
sections introduce RobCup Soccer and the problem of partial
observability in that domain. Next, Section 5 discusses our
algorithm which learns when to execute information gather-
ing actions using RL. Details of experimental evaluation are
in Section 6 and obtained results are collected and discussed
in Section 7. The final section concludes the paper.

2. Reinforcement Learning and Partial Ob-
servability

Reinforcement learning [8] is a paradigm which allows
agents to learn by reward and punishment from interactions
with the environment. The numeric feedback received from

the environment is used to improve agent’s actions. A more
formal and less anthropomorphic explanation of this idea
can be given by referring to the underlying mathematical
model which is a Markov Decision Process (MDP) [9] in
this case.
A Markov Decision Process is a tuple 〈S,A, T,R〉, where

S is the state space, A is the action space, T (s, a, s′) =
Pr(s′|s, a) is the probability that action a in state s will
lead to state s′, R(s, a, s′) is the immediate reward received
when action a taken in state s results in a transition to state
s′. The problem of solving an MDP is to find a policy
(i.e., mapping from states to actions) which maximises
the accumulated reward. When the environment dynamics
(transition probabilities and a reward function) are available,
this task can be solved using iterative approaches like policy
and value iteration [10].
MDPs constitute a modeling framework for RL agents

whose goal is to learn an optimal policy when the environ-
ment dynamics are not available and, thus, value iteration
cannot be used. However the concept of an iterative approach
in itself is the backbone of the majority of RL algorithms.
These algorithms apply so called temporal-difference up-
dates to propagate information about values of states, V (s),
or state-action, Q(s, a), pairs. These updates are based on
the difference of the two temporally different estimates
of a particular state or state-action value. The SARSA
algorithm is such a method [8]. After each real transition,
(s, a) → (s′, r), in the environment, it updates state-action
values by the formula:

Q(s, a) ← Q(s, a) + α[r + γQ(s′, a′) − Q(s, a)]. (1)

It modifies the value of taking action a in state s, when
after executing this action the environment returned reward
r, moved to a new state s′, and action a′ was chosen in state
s′.
The work on reinforcement learning is mostly focused on

fully observable environments. Another, more challenging
case is when the environment is not fully observable, that
is when the agent can not sense the current state of the
world. This case is modeled as a Partially Observable MDP
(POMDP). The definition of POMDP is a natural extension
to MDP which separates information about the state space
into a hidden and observable part. Thus, POMDP is defined
as a tuple 〈S,A, T,R, Ω, O〉 [4], where S, A, T and R

describe an MDP, and Ω is the set of observations which the
agent can sense, and O(s′, a, o) = P (o|s′, a) is a probability
distribution over possible observations. The state space, S,
is hidden in this case. So, the agent has to either store the
information about the history or to evaluate the belief state,
which estimates the probability distribution over states. In
this paper the latter approach is applied. The agent will
estimate the probability of a hidden part of the state space.
One of the ways to scale up RL algorithms is to apply

function approximation to represent the value function. The
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Figure 1. Snapshot of a 3 vs. 2 KeepAway game.

idea is not to store a separate value for each state-action
pair, but to generalise between similar states and use less
memory then the full enumeration of the state space would
use. Many different approaches were applied for function
approximation [8]. The existing work on the KeepAway
Soccer shows that tile coding yields good results in this
domain. Following the work of Stone et al. [7] tile coding
is used in our work as well. For more details on tile coding
the reader is referred to [8] and [11].

3. Multi-agent Learning in the RoboCup Soc-
cer

RoboCup is an international project1 which aims at
providing an experimental framework in which various
technologies can be integrated and evaluated. The overall
research challenge is to create humanoid robots which would
play at human masters level. Since, the full game of soccer is
complex, researchers developed several simulated environ-
ments which can be used to evaluate techniques for specific
sub-problems. One of such sub-problems is the KeepAway
task [12], [7]. In this task (see Figure 1), N players (keepers)
learn how to keep the ball when attacked by N − 1 takers
and when playing within a small area of the football pitch,
which makes the problem more difficult.
This task is multi-agent [13] in its nature, however, most

research has focused on learning one specific behaviour at a
time. Overall, there are three types of high level behaviour in
this task. The first behaviour concerns takers. Takers execute
a fixed hand-coded policy to take the ball from keepers as
soon as possible. The other two behaviours apply to keepers.
For keepers there are two distinct situations; the keeper can
either possess the ball or not. If it is not in possession of
the ball, it also executes a fixed hand-coded policy which
directs it to be in a position convenient to receive the ball
from the keeper which is at the moment in possession of
the ball. The last behaviour is for the keeper in possession
of the ball. Previous work has attempted to learn this final
behaviour using RL in experiments where the other agents
adhere to the hand-coded behaviours [12], [7].

1. See http://www.robocup.org/ for more information

In this work, we are also interested in learning the
behaviour for the keeper which is in possession of the
ball when other behaviours (i.e., takers and keepers not
in possession of the ball) are hand-coded. In our analysis
each keeper learns its own independent policy. Hence each
keeper learns its own behaviour and this behaviour can be
different from other agents. But overall, these behaviours
can be complementary, and this yields the flavour of multi-
agent learning even though only behaviour for possession of
the ball is learned for each keeper.

4. Partial Observability in the RoboCup Soccer

Figure 2. Limitation of an Agent’s Vision.

In the RoboCup Simulator an agents vision is limited
by the parameters visible distance and view angle. Any
other agent or object closer than the agent’s visible distance
or at any distance but within a viewing cone defined by the
view angle and current agent orientation is visible. When
view angle < 360◦, the agent faces the problem of partial
observability.
For example, consider the scenario in Figure 2. Agent a

is visible because, although it is at an angle larger than the
view angle, it is closer than the visible distance. Agent c
is also visible but this time the agent is further than the
visible distance. Instead agent c is within the viewing cone
defined by the view angle and current orientation of the
central agent. Finally, agent b is not within the viewing cone
nor the visible distance and cannot, therefore, be seen. If
the central agent were to turn sufficiently, however, agent
c would no longer be visible and agent b would become
visible. In the KeepAway framework, keepers are provided
this option of turning through the action choice hold ball.
When action hold ball is executed, an agent has enough time
to turn its neck and observe the area which is beyond its
view angle (see Figure 2). When executing the action hold
ball, the learning agent does not have influence on when the
agent turns its neck. Hold ball is a high level action, and its
internal policy is implemented in the simulator and remains
rigid for each agent.
Keeper agents in possession of the ball have N (where N

is the number of keepers) actions to choose from. Either
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the agent can pass to one of its N-1 team-mates or it
can hold the ball and look around. As the environment is
partially observable to the agent, this action is an information
gathering action capable of expanding the agents knowledge
of the current environment state.
As the agent turns, in the previous example, from agent

c towards agent b it does not forget where agent c is.
However, it no longer receives updates to agent c’s location
and perceives it to still be at the location it last saw it at.
Over time this perception becomes less probable as agent c
is likely to move in an attempt to be in a suitable position
for the agent with the ball to pass to. Trusting outdated
locations leads to poor performance as the agent will often
pass to empty space where the takers can easily steal the
ball. Therefore, as with POMDPs, the agent must either store
information about the history or evaluate the belief state to
overcome this difficulty of partial observability.
In previous work by Stone et al. [7], the belief state was

evaluated through the use of confidence values. Each agent
whilst maintaining its own perception of the current location
of all other players (both keepers and takers) also maintained
a corresponding confidence value. This value represented
how certain the agent was that the corresponding player
was at the location it had stored locally. Each time the
agent saw a player the confidence in that player’s location
was set to 1.0, but for each time step that the player was
not seen its confidence would decay at a rate of 0.99 with
lower confidence values representing higher uncertainty (see
Algorithm 1).

Algorithm 1 Agent.GetConfidenceValue(): Computation
of the confidence value.
if TimeLastSeen == -1 then
return 0.0

else
return MAX(0.0, 1 - TimeLastSeen/100)

end if

These confidence values were used to decide if an agent
should choose an action or if the hold ball action should be
enforced. The hold ball action is an information gathering
action, as whilst holding the ball the agent turns around
and so increases its global knowledge by viewing areas of
the pitch it could not previously see. If an agent has high
confidence in the location of all players it does not need
to gather additional information, but if its confidence is
low it may be beneficial to look around. In existing work
this potential need to gather information at low confidence
was enforced. If the agent’s confidence in the location of
any other player falls below a fixed threshold the agent
holds the ball in the hope that it will look around and
see the player again, regaining confidence in its location
(see Algorithm 2). In effect, this is a hand-coded policy
that overrides reinforcement learning. But, it is important to

emphasise here that it can be implemented only when the
expert knows which actions are IGAs. The work undergone
here looks to remove this hand-coded policy and make use
of reinforcement learning to remove the need for parameter
tuning, to increase the robustness of the solution, and also
to make the approach applicable in situations when it is not
known which actions gather information.

Algorithm 2 Base Agent Implementation.
if
keeper2.getConfidence() < FixedThreshold OR
keeper3.getConfidence() < FixedThreshold OR
taker1.getConfidence() < FixedThreshold OR
taker2.getConfidence() < FixedThreshold
then
Hold Ball (Information Gathering Action)

else
SARSA(13-Feature Observation)

end if

To recreate the existing work, a learning agent was
implemented with the SARSA algorithm and tile coding
(parameterised as detailed by Stone et al. [7] and based
upon the player source code they provide.2) In this ap-
proach, the environment state is represented as thirteen-
feature observation vectors containing an assorted collection
of distances and angles between the various players and the
centre of the pitch. The learning agent generalised this state
information with each variable approximated by 32 overlaid,
one-dimensional tilings. Every distance was approximated
to the nearest three metres and each angle to the nearest
ten degrees. The agents are rewarded based upon the time
they maintain possession for. Specifically, the reward value
received when queried to choose their next action is equal
to the simulation time since the last action was chosen. For
further details the reader is referred to Stone et al. [7].
The results obtained, illustrated in Figure 3, reproduce

the performance of the original agent implemented by
Stone et al. [7] when tested on the fully observable scenario.
This fully observable algorithm was further extended in [7]
with hand coded rules to deal with partial observability. This
extended version is used as a baseline for comparisons with
our algorithm.

5. Proposed Algorithm

Although reasonable performance has been achieved for
the specific context of KeepAway using the method of fixed
thresholds, the previous method is not very flexible and
requires knowledge about information gathering actions. By
enforcing a hand-coded policy based on heuristic knowledge

2. See http://www.cs.utexas.edu/˜AustinVilla/sim/keepaway/ for source
code
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Figure 3. Average Base Agent Performance with Unlimited
Vision

the agent implemented is limited to functioning within
contexts where that knowledge is applicable. Given the
dynamic nature of the soccer simulator it is impossible to
prove this knowledge and so the enforcement of such rules
may be prohibitive to the agent’s performance.
In addition, by fixing thresholds at a specific value the

setting of this parameter becomes a manual task requiring
extensive experimentation to optimise the resultant perfor-
mance. For these reasons, it is proposed here to remove the
fixed threshold, hand-coded policy from the agent and to re-
turn to a true reinforcement learning agent. Furthermore, the
aim is eliminate the requirement of human knowledge about
information gathering actions, and to learn this knowledge
autonomously. Only with no enforced choices of particular
action can an agent strictly adhere to the methods of rein-
forcement learning and provide a more flexible method not
based upon heuristic knowledge.
To maintain the performance previously achieved under

partial observability, the agent keeps the ability to evaluate
the belief state. The new agent implemented will continue
to calculate the confidence values used by the base agent
but, instead of always holding the ball if any confidence
falls below a set threshold, the new agent will be allowed
to take into consideration the confidence values and decide
depending on the situation which action to choose. Actually,
the agent is not told by the designer which actions gather
information so it will automatically learn when to gather
information and by what means.
To allow for this, the confidence values previously consid-

ered externally to the reinforcement learning algorithm are
instead used as a part of the observation features space and
subjected to the same function approximation and SARSA
algorithm as all other features. In effect this expands the
observation from the original 13 features to 17 features now
including the confidence values regarding the location of the

agent’s two team-mates and the two opposing takers.

Algorithm 3 LT-SARSA: SARSA-based Learning Thresh-
olds Agent Implementation.
17-Feature Observation =
13-Feature Observation
+ keeper2.getConfidence() + keeper3.getConfidence()
+ taker1.getConfidence() + taker2.getConfidence()

SARSA(17-Feature Observation)

This is not, however, expanding the knowledge of the
agent. Both the base agent and the proposed learning agent
have access to the same values. The difference merely lies
in their use of these values and so the comparison of the
two agents is fair as both suffer from the same limitations
in state knowledge. Furthermore, the LT-SARSA algorithm
without enforced information gathering has, in essence, less
knowledge than the previous implementation. Whilst the
base agent knows by implication that the hold ball action
is information gathering, the LT-SARSA based agent does
not. Instead it must obtain this knowledge autonomously
from experience.
The learning agent is implemented with the same SARSA

algorithm and tile coding implementation as the base agent.
The only substantial change is in the confidence decay
rate. As the confidence values are now features within the
observation, they become approximated by the tile coding to
fit into 10 state groupings over the range [0..1]. Therefore,
a confidence decay that allows for the full range [0..1] to
be witnessed during an average episode is required for the
learning agent. This allows for all groupings to be used,
which in turn causes the learning algorithm to be more
sensitive to confidence values. Through experimentation it
was decided to use a decay rate of 0.9 (see Algorithm 4).

Algorithm 4 Agent.GetConfidenceValue(): Computation
of the confidence value.
if TimeLastSeen == -1 then
return 0.0

else
return POWER(0.9, TimeLastSeen)

end if

To summarise, the proposed agent intended to remove the
need for hand-coded confidence thresholds is implemented
with:
1) SARSA Algorithm
2) Tile Coding Function Approximation
3) 17 Feature Observations (see Algorithm 3)
13 Original Features + 4 Confidence Values
(2 Team-Mate Locations, 2 Opponent Locations)

4) Confidence Decay: 0.9
5) No Information About Information Gathering Actions
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6. Experimental Design

The experiments undergone were performed in RoboCup
Soccer Simulator v11.1.12 compiled against RoboCup Soc-
cer Simulator Base Code v11.1.0. The KeepAway player
code used was taken from RL-Competition 2008, based on
keepaway-player v0.6 and RL-Glue 2, and extended with
the SARSA algorithm and tile coding re-implemented to
replicate the work of Stone et al. [7].
The SARSA algorithm for both the base agent and the

proposed agent used the parameters; α = 0.125, γ = 0.9
and ε = 0.01. The tile coding function approximations of
the base agent and learner agent used 13 groups of 32 single-
dimension tilings and 17 groups of 32 single-dimension
tilings respectively. Both agents used one group per feature
in observation and split angles into 18 ten degree intervals
and distances into 10 three meter intervals. The LT-SARSA
algorithm also split confidence values into 10 0.1 confidence
intervals.
Experiments were performed at viewing angles of 90, 80,

70, 45 and 22.5 degrees. These values were chosen to show
performance of the learning agent against the base agent in
the same context as the base agent was designed to perform
in (90 degrees viewing angle), contexts similar but more
limited than the original context (80 and 70 degrees viewing
angle) and some more extremely limited contexts (45 and
22.5 degrees viewing angle.)
The affect of viewing distance was not explored because

the agents have no actions available that gather additional
information to overcome a limitation in viewing distance.
Whilst they can turn by holding the ball to see a player
outside of their viewing cone, they cannot move forwards
to see a player that is too far away. Working with this
limitation, the viewing distance was set to 10m to enforce
the partial observability of the environment and to maintain
consistency between all experiments.
The fixed threshold of the base agent was parameterised

and tested at each level of observability with values of 0.5
(as originally specified by Stone et al. [7]), 0.9 (as is now
implemented in the publicly available keepaway-player v0.6)
and 0.7.
Experiments with each combination of viewing angle and

threshold value were repeated 10 times, and experiments
with each viewing angle and the LT-SARSA algorithm
were repeated 6 times. The results provided in Section 7
illustrate the change in average episode length over all repeat
experiments against time.

7. Results

When vision is limited similarly to the work on partial
observability by Stone et al. [7], our results show that the
proposed agent is outperformed by the base agent for a range
of threshold values. However, given the problem context a
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Figure 4. Vision Limited to 90 degrees

viewing cone of 90 degrees is fairly large. All agents begin
each episode in a corner of a square pitch, therefore limiting
their viewing angle to 90 degrees allows them to observe the
entire pitch at the start of the episode.
Despite this high level of visibility the new algorithm still

performs well. Specifically, Figure 4 shows that whilst for
thresholds of 0.5 and 0.7 the base agent’s performance is
better than that of the proposed agent, at a threshold of
0.9 the proposed agent performs significantly better. The
base agent therefore requires attention to the tuning of the
threshold parameter whereas the proposed algorithm requires
no such further work.
It is also interesting to note that, despite the addition of

four extra features, the performance of each agent converges
after approximately seven hours. This occurs because the
additional features are approximated independently and add
useful information for the learner. The gain in information
outweighs the detrimental effect on the learning rate of
increasing the feature space and thus the LT-SARSA agent
can still converge to its optimal performance in a similar
time frame as agents with a smaller feature space.
At a visible angle of 80 degrees an agent can no longer

perceive the whole pitch at the start of an episode. With this
limitation the results obtained, illustrated in Figure 5, show
that the proposed agent matches the performance of the base
agent. Therefore, once partial observability begins to limit
an agent’s performance the new method is equivalent to the
fixed threshold method previously used.
After limiting the agent’s vision only slightly further,

Figure 6 shows the learning agent beginning to outperform
the base agent regardless of threshold setting. In this context
the performance advantage of not enforcing a fixed policy
is beginning to be displayed in the results. By allowing the
reinforcement learning algorithm to explore other actions
when the agent has low confidence in the location of some
agents has resulted in a stronger policy.
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Figure 5. Vision Limited to 80 degrees

 3

 4

 5

 6

 7

 8

 0  5  10  15  20  25  30  35

E
pi

so
de

 D
ur

at
io

n 
(s

ec
on

ds
)

Training Time (hours)

0.5
0.7
0.9

Learnt

Figure 6. Vision Limited to 70 degrees

With the far tighter restrictions on vision illustrated in
Figures 7 and 8 the performance difference between the
base agent and the proposed agent becomes clearer and
the method of fixed thresholds is shown to be flawed. At
these low levels of visibility the potential for an agent to
still maintain control for up to 6 seconds is proven by the
LT-SARSA algorithm’s performance. However, regardless of
threshold setting, it appears that the base agent is unable to
overcome the enforced requirement to maintain high state
confidence and reach this potential. Meanwhile, by adding
confidence values to the observation feature space the agent
is capable of deriving a policy that consistently controls the
ball for a longer time per episode.

8. Conclusion

To conclude, it is possible to overcome the difficulties
of partial observance with the manual coding of policies

 3

 4

 5

 6

 7

 8

 0  5  10  15  20  25  30  35

E
pi

so
de

 D
ur

at
io

n 
(s

ec
on

ds
)

Training Time (hours)

0.5
0.7
0.9

Learnt

Figure 7. Vision Limited to 45 degrees
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Figure 8. Vision Limited to 22.5 degrees

to enforce information gathering actions when an agent
has low confidence in the current state of its environment.
However, this method although applicable requires large
amounts of additional work in the tuning of a manual policy,
the setting of specific thresholds, and prior knowledge about
information gathering actions. Whilst this method can per-
form optimally in conditions of slightly limited vision, the
performance achieved has been shown to quickly deteriorate
when stricter limitations are placed upon the agent’s vision.
Instead a more flexible approach has been proposed that

removes the need to impose hard coded rules that override
the normal functionality of a reinforcement learning agent.
In the new method, confidence values previously used to
implement the overriding rules are included in the feature
space of an agent’s observation. This approach allows the
agent to explore more complex policies, discovering its
own confidence thresholds and learning autonomously which
actions gather information. Despite only adding a relatively

207



small amount of data to the feature space, a large amount
of extra information is deduced improving the performance
of agents in contexts of partial observability.
In an empirical evaluation, the RoboCup Soccer Simulator

sub-problem of KeepAway has been used to demonstrate
the improvements available when using the LT-SARSA
algorithm in place of the existing implementation with
fixed thresholds. It has been shown that in contexts where
visibility remains high the new algorithm can match the
performance of the optimally tuned fixed threshold pol-
icy despite having no prior knowledge about information
gathering actions. The LT-SARSA algorithm is, therefore,
flexible enough to perform well at any level of observability
without the developer needing to tune specific parameters or
fully understand the information gathering capabilities of all
action choices. In contexts of higher partial observability the
new algorithm consistently outperformed the fixed threshold
policy. Future work will attempt to develop an understanding
of the specific policies learnt that have caused this improve-
ment.
The LT-SARSA algorithm presented is a general rein-

forcement learning approach that can be applied in any
partially observable environment. It has the potential to
significantly improve learning performance over previous
approaches that required manually tuned parameters and a
thorough understanding about information gathering actions.
This makes our algorithm particularly appealing for domains
where there is no clear distinction on which actions gather
information and which do not. In future work, we would
like to explore this potential performance improvement in
other problem domains to further improve the LT-SARSA
approach and empirically demonstrate its general applica-
bility.
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